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1. Artificial Intelligence Reallocates 

Decision Costs Across Legal Institu­

tions

Artificial intelligence does not change what 

courts do. It changes which institution is best 

placed to regulate each of the functions courts 

already perform, and that reallocation, not the 

technology, is the subject of this brief. The cur­

rent Kenyan debate treats artificial intelligence 

as an intruder to be admitted or expelled, and 

settles the question document by document, 

in procedural rulings. The economic framing, 

which the first edition of this brief adopted,1 

1L. K. Kemboi, “Economics of AI in Courts” (webi­

nar presentation, Institute of Economic Affairs, Consti­

tution, Law and Economy Programme, Nairobi, 7 May 

2026); S. Owino, “Law and Economics of Artificial 

Intelligence: How Should Kenya’s Judiciary Approach 

the Use of AI” (webinar presentation, Institute of Eco­

nomic Affairs, Nairobi, 7 May 2026).

provides useful operational guidance on when 

the marginal product is highest and how to 

sequence adoption, but it still treats the institu­

tional architecture as fixed and asks only how 

a single institution, the court, should behave 

within it.

The correct framing is institutional. AI changes 

the production technology of justice, and a 

change in production technology of that mag­

nitude reallocates decision costs across the 

institutions of the legal system. Legal insti­

tutions exist, on the constitutional-economics 

view descending from Buchanan and the trans­

action-cost view descending from Coase and 

Williamson,2 because decisions are costly: 

2James M. Buchanan and Gordon Tullock, The Cal­

culus of Consent (Ann Arbor: University of Michigan 

Press, 1962); R. H. Coase, “The Problem of Social 

Cost,” Journal of Law and Economics 3 (1960): 1–

44; Oliver E. Williamson, The Economic Institutions of 

Capitalism (New York: Free Press, 1985).
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costly to inform, coordinate, monitor, and en­

force. Constitutions assign classes of decisions 

to the institutions that can make them at the 

lowest total cost, general prospective rules 

to legislatures, particularised retrospective ap­

plication to courts, and continuous technical 

supervision to specialised agencies. A technol­

ogy that transforms the cost of information, 

drafting, prediction, and monitoring, therefore, 

does not simply make existing institutions 

faster or slower at their existing jobs. It changes 

which institution is the least-cost decider of 

which questions, and it creates new classes 

of decisions: who answers for a hallucinated 

precedent, who may inspect a scoring model, 

and who owns judicial data that the existing 

allocation never assigned to anyone.

The deep problem is not that the High Court 

reached a debatable answer about pleadings 

prepared with artificial intelligence. It is that, 

absent any legislated framework, a question of 

general technology governance defaulted to a 

court, deciding retrospectively, on the record 

of a single dispute, without evidence on sys­

tem-wide effects, and without the democratic 

mandate that distributional choices of this kind 

require. Institutional vacuums are always filled 

by whoever moves first. The task of this brief 

is to say who should fill this one deliberately: 

what belongs to Parliament, what belongs to the 

Judiciary, and by what principles each should 

act.

Precision about the object of regulation is a 

precondition of allocating authority over it. Au­

tomation executes repetitive, rule-based tasks 

without human intervention, such as a conflict 

check triggered by a new client entry and an e-

filing router. Its behaviour is fully specified in 

advance, so responsibility for its errors cleanly 

traces back to a rule writer. Artificial intelli­

gence performs tasks that ordinarily require 

human intelligence and experience; its defining 

feature is analysis, evaluation, and adaptation, 

so its errors trace to training data and stochastic 

model behaviour, and the responsibility chain 

must be constructed by law rather than read 

off the code. Within artificial intelligence, the 

operationally decisive line runs between gener­

ative and non-generative systems because it 

determines the failure mode, auditability, and, 

therefore, the appropriate governing institution 

and instrument.3

The generative/non-generative distinction 

maps onto the classical regulatory choice be­

tween ex post liability and ex ante regulation, 

and thereby onto the allocation of authority.

2. The Economics of Kenyan Adjudi­

cation: Costs, Constraints, and Scale

The judiciary produces a joint product under 

resource constraints: resolution of particular 

disputes (a private good) and stable legal rules 

3Generative systems invent and are best disciplined 

through responsibility rules on users; non-generative 

systems encode and are best disciplined through ex ante 

audit of the tool itself. A single undifferentiated “AI” 

rule misfires in both directions.
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Table 1: Two technologies, two failure modes, two governing instruments.

Generative AI (LLMs) Non-generative AI (classifiers, risk models)

Mechanism Writes new text; the output is not in the training 

data

Scores or sorts; the output is limited to a fixed 

list

Judicial uses Drafting and summarising, by judges and by 

parties

Risk scoring, triage and scheduling

Principal failure mode Invents citations and facts, fluently Reproduces the disparities in its training data

Auditability Poor: no inspectable decision path Good: weights can be inspected and challenged

Governing instrument Liability on the filing human, after the fact Regulation of the tool, before deployment

(a public good, non-rival and non-excludable, 

which is why the state funds courts at all). 

Its production function is dominated by skilled 

labour, which exposes it to Baumol’s cost 

disease.4 A contested trial in 2026 consumes 

roughly as many judge-hours as a contested 

trial 30 years ago, while judicial wages track 

the whole economy, so the real unit cost of 

adjudication rises even when courts do nothing 

wrong. Institutions caught in cost disease can 

only ration output (backlog) or find a technol­

ogy that changes labour requirements per case. 

AI is the first serious candidate in a generation, 

which is why it merits analysis rather than 

reflex.

But the production-function view, taken alone, 

understates what is changing, because adjudi­

cation is embedded in a web of transactions 

whose costs AI alters unevenly. Five cost cate­

gories organize the anatomy. Information costs 

(discovering the law, the facts, and the state of 

one’s own file) fall steeply: research, summari­

4William J. Baumol, “Macroeconomics of Unbal­

anced Growth: The Anatomy of Urban Crisis,” Ameri­

can Economic Review 57, no. 3 (1967): 415–26.

sation of thousand-page records, transcription, 

and translation are the tasks language models 

perform at near-zero marginal cost, and this 

is the channel through which AI complements 

judges and substitutes for junior legal labour. 

Coordination costs (getting parties, witnesses, 

advocates, prosecutors, files, and courtrooms 

to converge) fall where predictive tools are de­

ployed on scheduling, cause-list construction, 

collapse-risk flagging, and automated readi­

ness notices; the adjournment data below show 

this to be Kenya’s dominant loss margin. Mon­

itoring costs move in both directions: courts 

can supervise their own pipeline more cheaply, 

but a new monitoring problem is created, since 

AI-assisted text is not reliably detectable and 

the authenticity of filings can no longer be 

policed by inspection, a fact with decisive im­

plications for rule design. Litigation costs fall 

asymmetrically on the parties, with most borne 

by those who currently have the least, which is 

the economic core of the access-to-justice case 

under Article 48. Enforcement costs fall where 

registries, decrees, and execution processes are 

digitised and automatically cross-referenced.
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Table 2: Reasons for adjournment, SOJAR 2022/2023.

Reason for adjournment Type Share

Parties not present or not ready

Witness or expert report not ready

Advocate not present or not ready
External (agency) 67% of adjournments

Prosecution not ready or not present

Court indisposed

Judgment not ready Internal (court) 33% of adjournments

Court not sitting

The cost reductions are largest in information 

and coordination, the administrative periphery, 

and most dangerous at the adjudicative core. 

Efficient adoption is sequenced from the pe­

riphery inward, and any governance framework 

should encode that sequence rather than treat 

“AI in courts” as one undifferentiated decision. 

Second, and more fundamentally for this paper: 

when transaction costs shift this much, the 

comparative advantage of institutions shifts 

with them. Rules that were efficiently left to 

case-by-case judicial development when viola­

tions were rare and observable (the authenticity 

of documents) become efficiently legislated 

when violations are common and unobserv­

able. Supervision that was unnecessary when 

tools were inert becomes necessary and contin­

uous when tools learn, and continuous techni­

cal supervision is an agency function, not a 

judicial one. Theory must be confronted with 

data on where output is actually lost. The 

State of the Judiciary and Administration of 

Justice Report (SOJAR 2022/2023)5 provides 

an unusually clean diagnosis in its breakdown 

of adjournments, each adjournment being a unit 

of court capacity purchased and thrown away.6

The pattern contradicts the national debate, 

which focuses on generative AI, who wrote a 

pleading, and whether a machine can compose 

text. But the main issue (about two-thirds) 

is coordination failure, people and documents 

not converging on the same courtroom at the 

same time. Non-generative machine learning 

addresses this margin at minimal constitutional 

risk, since it neither fabricates authority nor 

supplies reasons. Even perfect internal tools 

can’t address the external coordination gap un­

less they connect to case management systems 

and provide early warnings. Ignoring this ex­

ternal coordination in policy is a fundamental 

mistake. Judicial artificial intelligence carries 

high fixed costs of development, integration, 

5Judiciary of Kenya, State of the Judiciary and 

Administration of Justice Report (SOJAR) 2022/2023 

(Nairobi: Judiciary of Kenya, 2023).

6Roughly two-thirds of lost hearing capacity is due to 

coordination failures among external actors; one-third 

originates within the court.
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and training, and a marginal cost per case near 

zero, so the average cost falls steeply with vol­

ume. Economies of scale are therefore decisive: 

a unified platform spreads a single fixed cost 

across the whole system, while fragmented pro­

curement bears it repeatedly and supervises it 

more poorly. The near-zero marginal cost is the 

economic content of the access-to-justice claim 

under Article 48: once built, extending a tool 

to an additional unrepresented litigant costs the 

system almost nothing. Returns are concave, so 

the large cost reductions come from completing 

a task end-to-end, and procurement should not 

pay frontier prices for marginal gains in accu­

racy.

3. Three Lessons from the Emerging 

Case Law

Three lessons run through the emerging case 

law.

(i) The duty runs to verification, not to 

the technology: a filing is not defective 

merely because artificial intelligence as­

sisted its preparation, but whoever puts 

unverified output before a court answers 

for it. In Ayinde v London Borough of 

Haringey and Al-Haroun v Qatar National 

Bank,7 the High Court dealt severely with 

counsel who had placed AI-hallucinated 

citations before the court and referred 

them for regulatory action. The object 

7Ayinde v London Borough of Haringey and Al-

Haroun v Qatar National Bank (High Court of England 

and Wales, 2025).

of sanction was the failure to verify, not 

the technology. Elden v Revenue and Cus­

toms Commissioners8 follows the same 

logic at lower intensity, issuing forward-

looking guidelines that every factual state­

ment, case summary, and reference be 

checked before filing.

(ii) The verification standard scales with 

the professional obligation, not with the 

litigant’s means. The Court of Appeal sup­

plied the equity counterpoint in R (on the 

application of D) v London Borough of 

Haringey:9 a self-represented mother’s re­

sort to AI that produced false citations was 

“entirely understandable” for a layperson, 

though citations must be genuine. This 

duty was seeded institutionally rather than 

doctrinally, the Master of the Rolls’ 2023 

guidance10 having contemplated judicial 

use of AI for summaries while cautioning 

against reliance on it for legal reasoning. 

Emotional Perception AI Ltd v Comp­

troller-General of Patents11 holds that 

AI-based neural networks are patentable 

when they make a technical contribution; 

the same legal system treats AI output 

8Elden v Revenue and Customs Commissioners 

[2026] UKFTT 41 (TC).

9R (on the application of D) v London Borough 

of Haringey (Court of Appeal of England and Wales, 

2025).
10Courts and Tribunals Judiciary (England and 

Wales), Guidance for Judicial Office Holders on Artifi­

cial Intelligence (2023).
11Emotional Perception AI Ltd v Comptroller-Gen­

eral of Patents [2026] UKSC 3, as presented in Owino, 

“Law and Economics of Artificial Intelligence.”
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with caution in the courtroom while pro­

tecting AI as property in the economy.

(iii) A tool that influences liberty must be ex­

aminable by the person it scores, and a 

consumer-grade tool carries no confiden­

tiality. American authority supplies both 

cautions. In United States v. Bradley Hep­

pner,12 the attorney-client privilege did not 

attach to communications with a publicly 

available AI platform, because free con­

sumer tools offer no confidentiality; their 

low price reflects that user data is an input 

to the product. And State v Loomis13 re­

mains the canonical decision on non-gen­

erative decision support: the proprietary 

COMPAS recidivism score survived in 

sentencing only because it was not the 

sole determinant, while the defence could 

not cross-examine the algorithm. Loomis 

marks the frontier Kenya must not cross: 

a tool that influences liberty but cannot be 

examined by the person it scores, and it 

sits in open tension with Article 50’s fair-

hearing guarantees.

4. The Economics of the Savla Rul­

ings

Each ground in the Savla rulings rests on an 

empirical premise that economics does not sup­

port. The authorisation ground reads procedural 

silence as a prohibition. But the Civil Procedure 

12United States v Bradley Heppner, No.  1:25-

cr-00503-JSR (S.D.N.Y.).
13State v Loomis, 881 N.W.2d 749 (Wis. 2016).

Rules are equally silent on word processors, le­

gal databases, and the photocopier; procedural 

rules have never operated on the principle that 

unlisted drafting technologies are forbidden, 

they regulate the document (form, verification, 

the responsibility of the signatory), not the 

instrument that produced it. Worse, the rule is 

unenforceable: AI-assisted text is not reliably 

detectable, and commercial detectors carry 

false-positive rates intolerable as a basis for 

striking out pleadings. A prohibition that cannot 

be verified does not stop the conduct; it selects 

for dishonesty about it, incentive-incompatible 

in the mechanism-design sense, making disclo­

sure privately irrational just where the court 

most needs it.

The unfair-advantage ground takes equality 

of arms seriously, which is right, but inverts 

the baseline. The status quo of Kenyan litiga­

tion is massive inequality of arms: a party 

that can afford senior counsel enjoys advan­

tages in research depth and drafting quality 

that dwarf anything a chatbot can supply. A 

general-purpose drafting technology with near-

zero marginal cost is, on standard reasoning, 

an equalising force; its value is greatest for the 

litigant who otherwise has nothing, which is 

what the English Court of Appeal recognised in 

R (D) v Haringey. A doctrine that strikes out AI-

assisted filings therefore protects incumbent 

advantage, and its incidence falls on the party’s 

equality of arms, which exists to shield. If dif­

ferential access to frontier tools is the genuine 

worry, the remedy is public provision of court-
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hosted tools for self-represented litigants, not 

prohibition. None of these excuses the real 

harm to integrity when AI fabricates authority: 

the court’s attention is diverted, opponents in­

cur costs in refuting phantom law, and, because 

precedent is a public good, a polluted citation 

record injures everyone downstream. The Eng­

lish approach prices that externality correctly, 

imposing liability on the filing human for un­

verified output at whatever severity deters. The 

setting aside of a delivered judgment adds a 

distinct, under-priced cost: finality. A doctrine 

under which any decree may later be unwound 

on proof of machine assistance in the plead­

ings injects duration risk into every judgment 

and weakens the court’s core product; finality 

should yield to fraud on the court, not to the 

drafting method of documents never shown to 

be false.

Beneath the doctrinal critique lies the institu­

tional one that motivates the rest of this brief. 

Whether litigants may use a lawful, economy-

wide technology, and whether its distributional 

effects are acceptable, are general, prospective, 

polycentric questions, the kind courts are insti­

tutionally worst placed to answer. That such 

questions were answered by procedural ruling 

is not a criticism of the judges, who faced a 

vacuum; it is a criticism of the vacuum. The 

remainder of the brief is about deliberately fill­

ing it.

5. First Principles and the Least-Cost 

Decider

Operational recommendations without stated 

principles are arbitrary: they cannot be applied 

to the next case, nor can they be criticized 

except by counter-assertion. Five principles, 

each with an economic rationale, should govern 

every institution operating in this space.

1. Regulate functions, harms, and outputs, not 

specific technologies. Rules tied to technol­

ogy become obsolete quickly and invite 

regulatory arbitrage; rules focused on harms 

stay stable despite technological changes.

2. Human accountability ensures every sig­

nificant act in the justice system has a 

responsible human or institution. Liability is 

assigned to the least-cost avoider: the advo­

cate for unverified generative output or the 

institution and vendor for bias. “The algo­

rithm did it” is never an acceptable answer.

3. Institutional transparency through disclo­

sure of material AI use in filings, court 

processes, and agency decisions is the most 

cost-effective governance tool, self-enforc­

ing among honest actors and generating data 

for system evaluation. Opacity turns errors 

into legitimacy crises upon discovery.

4. Proportional regulation: oversight should 

match the stakes of decisions. A transcrip­

tion tool and a bail-scoring tool aren’t the 

same; treating them equally either over-

deters harmless uses or under-deters risky 

ones.
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Table 3: Allocation of AI decision rights by institutional competence.

Institution Decision classes assigned Competence rationale

Parliament AI liability regimes; transparency and disclosure duties; algorith­

mic accountability in public decision-making; data governance; 

competition; procurement standards; criminal misuse; the perime­

ter of permissible judicial use

General prospective rules; democratic man­

date for distributional and value trade-offs; 

notice-and-comment participation (Arts. 94, 

118)

Judiciary Integrity of its own process: verification and certification duties on 

filings; sanctions for abuse; internal adoption decisions within the 

statutory perimeter; human-decision boundaries at the adjudica­

tive core; constitutional review of everyone else’s rules

Exclusive authority over adjudication (Arts. 

159–161); unmatched information about its 

own process

Professional 

bodies

Standards of competent AI-assisted practice; discipline for verifi­

cation failures; continuing education; guidance on confidentiality 

and privilege in tool selection

Lowest-cost monitor of professional con­

duct; ethical duties already run to counsel 

personally; peer information advantages

5. Innovation neutrality means rules shouldn’t 

favour incumbents, whether professionals 

against tool-assisted competitors or vendors 

against entrants. Restrictions that mainly 

protect existing market positions from cost-

reducing tech are transfers, not safeguards, 

and should be justified or dropped.

Who should govern AI, with respect to which 

questions, is a design problem with a crite­

rion, not a turf dispute to be settled by prece­

dence. Constitutional economics supplies the 

criterion: assign each class of decisions to the 

institution that can make it at lowest total 

governance cost, the sum of information costs 

(does the institution have or can it acquire the 

relevant knowledge?), participation costs (can 

affected interests be heard?), error costs (how 

wrong can it be, and how corrected?), and 

legitimacy costs (does it have the mandate for 

the value choices involved?). Applying the cri­

terion to the decision classes AI creates yields 

a clean division of labour as shown below.14

The allocation’s sharpest edge is the one 

Savla crossed. Courts regulate adjudication; 

Parliament regulates technology markets. The 

reasons are competence, not status. Courts 

acquire information through the record of 

bilateral disputes, which systematically under-

represents polycentric effects and the self-rep­

resented litigants not before the court, who are 

most burdened by a prohibition. Courts act 

retrospectively and precedentially, so an early 

error propagates and is expensive to correct; 

legislation is amendable based on evidence. 

Courts offer no participation to the affected 

interests, the bar, litigants, vendors, and civil 

society, whose input notice-and-comment leg­

islation and Article 118 public participation 

are designed to gather. And courts hold no 

mandate for distributional choices: whether the 

14The organizing rule: general and distributional 

questions to Parliament; process and responsibility 

questions to courts; continuous technical supervision to 

agencies; conduct standards to the professions; duties, 

not rights, to vendors.
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equalising gains to unrepresented litigants out­

weigh integrity risks is a value trade-off, and 

value trade-offs made by unelected institutions 

undermine the legitimacy the judiciary needs 

for its core work. None of this diminishes the 

judiciary’s two genuine regulatory roles: mas­

ter of its own process (where its information 

is unmatched and its authority under Article 

159 exclusive), and constitutional reviewer of 

everyone else’s rules (the backstop function 

that keeps parliamentary and executive AI gov­

ernance inside Articles 27, 47, 50, and the Bill 

of Rights generally). Regulating the process 

and reviewing the rules is a full portfolio. Reg­

ulating the market is someone else’s.

The classical instrument choice, Shavell’s 

question,15 resolves differently across the gen­

erative versus non-generative AI, so the alloca­

tion must be technology-differentiated even 

while each rule remains technology-neutral in 

drafting. Ex post liability dominates where 

harms are observable after the fact, traceable to 

a responsible actor, and that actor is solvent and 

deterrable: hallucinated citations in filings meet 

every condition, since the filing advocate can 

verify at trivial cost, and professional discipline 

supplies deterrence, hence the English settle­

ment is efficient, and courts and professional 

bodies can administer it without a new statute. 

Ex ante regulation dominates where harms 

are diffuse, hard to observe case-by-case, and 

15Steven Shavell, “Liability for Harm versus Regu­

lation of Safety,” Journal of Legal Studies 13, no. 2 

(1984): 357–74.

materialise only in the statistical aggregate: 

a biased scoring tool wrongs no identifiable 

plaintiff observably in any single case, and only 

audit across thousands of decisions reveals the 

disparity, hence decision-support tools require 

licensing-style conformity assessment, manda­

tory disparity reporting and examination rights, 

which only legislation can create and only an 

agency can continuously enforce.

The largest gap in Kenya’s current position 

is legislative silence, and the vacuum it cre­

ates is being filled by individual benches, 

individual vendors, and individual ministries. 

Parliament’s task is not to draft the details now 

but to own the agenda, because every year of 

silence is a year in which allocation happens by 

default.

Parliament’s main concern is the judicial 

perimeter: defining legal frameworks to ad­

dress issues such as invalid filings due to 

technology, the requirement for personal veri­

fication, the disclosure of AI use, and the 

imposition of sanctions. This legislative act re­

stores incentives, safeguards finality, and clar­

ifies overarching issues. The second focus is 

algorithmic accountability in public decision-

making, including audits, explanation rights, 

learning from Loomis, and extending Article 

47 protections to algorithms. The third aspect 

addresses liability, applying doctrines like neg­

ligence and professional responsibility to AI 

services, and clarifying when strict liability 
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applies, which the common law will develop 

variably and at high cost.

6. What the Judiciary Should Be­

come: An Institutional Consumer, 

not a Regulator

Within the allocation, the Judiciary’s own pos­

ture needs a positive description, not merely 

a boundary. The right identity is the institu­

tional consumer: a sophisticated, centralised 

purchaser and user of AI for its own production 

process, governing its use through the instru­

ments proper to it, practice directions on filings, 

internal deployment policy, procurement con­

tracts, and human-decision boundaries, while 

leaving the governance of the technology as 

such to Parliament and agencies. Three consti­

tutional implications follow from taking the 

consumer identity seriously.

First, judicial independence acquires a techno­

logical dimension. An institution whose case-

flow, drafting support, and risk tools are sup­

plied, hosted, or controlled by the Executive or 

by a foreign vendor answerable to no Kenyan 

institution has surrendered part of the inde­

pendence that Article 160 protects, whatever 

the org chart says. Independence, therefore, 

requires the Judiciary to hold its own procure­

ment authority, its own data (judicial records 

are the training substrate of every future tool, 

and their custody is a constitutional question, 

not an IT question), and contractual audit rights 

that no vendor confidentiality claim can de­

feat. Second, legitimacy depends on preserving 

human decision-making authority at the adju­

dicative core while permitting assistance else­

where. The sociological point is as important as 

the doctrinal one: public acceptance of adverse 

judgments rests on the belief that a human 

judge, personally owning the decision, heard 

and decided it. A published, bright-line com­

mitment, AI may inform, summarise, schedule 

and draft for review; it may not decide, and no 

judge may attribute a decision to it, is a com­

mitment device that buys the political space 

for aggressive adoption on every other margin, 

not a concession to technophobia. Third, the 

consumer identity disciplines doctrine. A court 

that is itself procuring summarisation tools 

cannot coherently hold that machine-assisted 

documents are per se improper when filed by 

parties; the consumer identity forces the correct 

doctrinal question, which is never “was a ma­

chine involved?” but “did a responsible human 

verify, and does the output meet the standard?” 

Outputs, responsibility, and due process, not 

technology, are the objects of judicial gover­

nance.

7. The Political Economy of Adoption 

and Procurement

Institutional design that ignores incentives gets 

captured by them, so the interest map deserves 

candour. The organised bar faces the classic 

incumbent’s dilemma: AI compresses exactly 

the junior-labour margins (research, drafting, 

document review) on which pyramidal law-
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firm economics rest, so the profession’s collec­

tive interest tilts toward restriction, dressed, 

as restriction always is, in the language of 

quality and integrity. Some of the quality 

concerns are genuine; the design response is 

to route the bar’s influence into the channel 

where its information is real, and its incentives 

align (professional standards for verification 

and competence) and out of the channel where 

its interest is protectionist (the perimeter ques­

tion of whether parties may use tools at all). 

Judges divide: innovators see relief from crush­

ing dockets, sceptics see legitimacy risk and 

deskilling, and both are partially right, which 

argues for an evaluation infrastructure that con­

verts the dispute into an empirical one. Registry 

staff face genuine displacement anxiety on the 

administrative margins where marginal product 

is highest, and adoption that ignores this will be 

quietly sabotaged; retraining commitments are 

efficiency measures, not charity.

Vendors bring superior information and mis­

aligned incentives: their profit lies in lock-in, 

scope expansion up the returns curve’s flat tail, 

and opacity of their models; every procurement 

safeguard below is an answer to a specific ven­

dor incentive. The Executive’s interest in judi­

cial technology is not always benign; supplying 

the courts’ systems is a channel of influence. 

Litigants and citizens, the intended beneficia­

ries, are diffuse and unorganised, which is why 

their interest (cheaper, faster, fairer adjudica­

tion) by default loses to concentrated interests 

unless institutional design gives it standing 

through public participation requirements, pub­

lished evaluation metrics, and the public provi­

sion of tools to the self-represented. The gen­

eral lesson is Olsonian16 and old: the equilib­

rium of unstructured contestation over-weights 

organised incumbents.

Comparative artificial intelligence governance 

offers lessons for Kenya, but institutional 

design requires comparing architectures and 

asking of each feature not “is it admired?” 

but “does it survive transplantation into 

Kenya’s constitutional and administrative en­

dowment?”17 18 19

8. Policy Conclusions

Honest policy analysis separates empirical 

findings, which evidence can settle, from 

normative choices, which only accountable 

institutions may make, and much bad AI gov­

ernance consists of engineers answering the 

second kind and officials outsourcing to them. 

The findings this brief treats as established 

are these: Kenya’s dominant capacity loss is 

external coordination failure (67% of adjourn­

ments); judicial AI has a high-fixed-cost, near-

16Mancur Olson, The Logic of Collective Action: 

Public Goods and the Theory of Groups (Cambridge, 

MA: Harvard University Press, 1965).
17Regulation (EU) 2024/1689 (Artificial Intelligence 

Act), Annex III (classifying AI systems in the adminis­

tration of justice as high-risk).
18Infocomm Media Development Authority and Per­

sonal Data Protection Commission (Singapore), Model 

AI Governance Framework.
19Government of Canada, Directive on Automated 

Decision-Making (Treasury Board of Canada Secre­

tariat), including the Algorithmic Impact Assessment 

framework.
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Table 4: Comparative artificial intelligence governance and lessons for Kenya.

Model Architecture Transferability to Kenya

European Union Comprehensive statute (AI Act, 2024); AI in the 

administration of justice classified high-risk, trig­

gering ex ante conformity assessment, documenta­

tion and oversight duties

The risk-tier concept and the high-risk treatment of justice-

sector tools transfer well; the full conformity-assessment 

bureaucracy does not, it presumes supervisory capacity Kenya 

should build incrementally, not legislate on paper

United Kingdom No omnibus statute; sectoral regulators apply 

cross-cutting principles; judiciary self-governs 

through senior-judiciary guidance (2023) and case 

law

The judiciary-led guidance and verification doctrine transfer 

readily, common-law kinship, low cost, immediate. But the 

UK relies on deep regulator capacity and professional self-

discipline; as a complete model its under-supplies statute for 

a system without those endowments

United States Fragmented: ex post liability, professional sanc­

tions (Rule 11 line of AI-hallucination cases), 

constitutional litigation (Loomis), state-level and 

court-level rules

The liability toolkit and standing-orders practice transfer; the 

reliance on dense private enforcement and deep-pocketed 

litigation does not, Kenyan litigants cannot fund the error-

correction the US model presumes

Singapore State-capacity model: centrally procured court 

technology, soft-law governance frameworks 

(Model AI Governance Framework), aggressive 

judicial digitisation with strong internal control

The centralised judicial procurement and staged internal 

adoption transfer well and match the scale logic of Section 

2; the near-total reliance on executive competence and soft 

law presumes administrative capacity and low-corruption 

procurement Kenya must contract around, not assume

Canada Directive on Automated Decision-Making for fed­

eral administration: mandatory Algorithmic Impact 

Assessments graduated by decision impact, trans­

parency and human-in-the-loop requirements

The single most transferable instrument reviewed: impact 

assessment graduated by stakes is cheap, self-documenting, 

maps directly onto Articles 47 and 50, and can be adopted 

by Judiciary policy and ODPC guidance without waiting for 

omnibus legislation

zero-marginal-cost structure with concave re­

turns; generative and non-generative systems 

have distinct failure modes and auditability; un­

detectability makes prohibition of AI-assisted 

drafting unenforceable and incentive-incom­

patible; naïvely trained decision tools inherit 

historical bias, and statistically disciplined 

design (the outcome-test framework and selec­

tive-labels corrections of Arnold, Dobbie and 

Hull)20 can produce predictions both more ac­

20David Arnold, Will Dobbie, and Peter Hull, “Mea­

suring Racial Discrimination in Bail Decisions,” Amer­

ican Economic Review 112, no. 9 (2022): 2992–3038; 

Arnold, Dobbie, and Hull, “Building Non-Discrimina­

tory Algorithms in Selected Data,” American Economic 

Review: Insights 7, no. 2 (2025): 231–49.

curate and more equal than the human baseline. 

A policy that contradicts these findings is not a 

different opinion; it is a mistake.

The choices, by contrast, cannot be read off 

any model. These brief names each one, states 

the answer it recommends, and assigns the 

institution that should make it. Innovation, pro­

cedural justice, constitutional legitimacy and 

measured social welfare will conflict, since the 

throughput-maximising deployment is not the 

legitimacy-maximising one. Legitimacy is the 

constraint and measured welfare the objective: 

deployments are ranked by welfare gain only 

within the set that preserves legitimacy. Costs 
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count at weights that favour the party least 

able to bear them. The represented litigant’s 

verification burden is small relative to the un­

represented litigant’s access, and the registry 

clerk’s displacement is answerable by retrain­

ing, while the accused’s remand days are not 

recoverable at all. Acceptable error rates and 

the harder question of error asymmetry are set 

by the stakes. A scheduling tool’s false alarms 

are cheap, and its threshold may be set loosely; 

a bail tool’s false positives are measured in 

liberty, so its threshold is set against them even 

at a cost in aggregate accuracy. Delegation 

is tolerable up to the point of determination. 

On the spectrum running from spell-check to 

draft judgment, the human-authority line sits 

at the determination itself, so assistance may 

extend only to summarising, scheduling, and 

drafting for review. Transparency is owed first 

to the person scored and second to the public 

in aggregate, and not to a vendor’s competi­

tors. Vendor confidentiality is not a defence to 

either of the first two. At the adjudicative core, 

constitutional rights override measured effi­

ciency gains, because legitimacy is the binding 

constraint on everything else the judiciary pro­

duces. Applying that priority case by case is 

what the Judiciary’s review function exists to 

do, which is one more reason the Judiciary 

must not exhaust its legitimacy performing 

the legislature’s job. Each of these remains a 

policy decision. Under Articles 94 and 118, the 

institution constituted to make contested value 

choices, in public, with participation, is Parlia­

ment, which is the deepest reason its silence is 

the system’s largest defect.

Parliament should legislate the judicial perime­

ter, providing that no filing is invalid solely 

by reason of the technology used to prepare it 

absent fraud on the court and should enact an 

accountability duty for automated systems that 

affect decisions about individuals. The Judi­

ciary should publish a practice direction impos­

ing personal verification and disclosure duties 

on filings, publish a bright-line human-decision 

boundary, retain its own procurement authority 

and custody of judicial data, and provide court-

hosted tools to self-represented litigants. The 

Executive and the Office of the Data Protection 

Commissioner should adopt an impact assess­

ment, on the Canadian model, graduated by 

decision stakes, which requires no omnibus 

statute. Professional bodies should set compe­

tence and verification standards and discipline 

those who fail to meet them. And adoption 

should be sequenced from the administrative 

periphery inward, beginning with the schedul­

ing and case-management tools aimed at the 

external coordination failure that accounts for 

two-thirds of lost hearings. Sequencing matters 

as much as content. The practice direction, the 

procurement and data-custody decisions, the 

impact-assessment requirement and the profes­

sional standards can all issue under existing 

authority; only the perimeter provision and the 

accountability duty require a bill. No part of the 

programme should wait for the statute, and the 

scheduling deployment aimed at the two-thirds 
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margin should begin first, because it carries the 

largest measured capacity gain at the lowest 

constitutional risk.

The first edition of the IEA Webinar asked 

how Kenya’s courts should use artificial intel­

ligence, and its answers stand: regulate the out­

put, discipline the user, audit the tool, sequence 

adoption by marginal product, and reserve 

judgment for judges. This policy brief asks the 

prior question that those answers presuppose: 

which institutions should hold which decision 

rights over a technology that is rewriting the 

transaction costs of the entire justice system, 

because the Kenyan predicament is not, at bot­

tom, a shortage of good operational ideas. It is 

an allocation vacuum, currently being filled by 

procedural rulings, vendor contracts and min­

isterial initiative, which is to say by accident. 

The constitutional-economics answer is neither 

complicated nor optional: general rules and 

value trade-offs to Parliament; process integrity 

and constitutional review to the Judiciary; con­

tinuous supervision and integration to the Ex­

ecutive and regulators; conduct standards to the 

professions; and duties to vendors. A Judiciary 

that embraces the role of demanding institu­

tional consumer, procuring centrally, auditing 

contractually, publishing its human-decision 

boundary, and arming the unrepresented will 

capture the efficiency gains without spending 

its legitimacy. A Parliament that legislates the 

perimeter and the accountability regime will 

ensure that when the hard value conflicts arrive, 

as they will, they are decided by the institution 

constituted to decide them, in public, with the 

affected interests in the room. That, not any rule 

about any tool, is what optimal artificial intel­

ligence governance means. The test of whether 

the allocation was made well is observable: 

adjournments attributable to external coordina­

tion failure should fall, no filing should be 

struck out for the technology used to prepare it 

absent fraud on the court, and every automated 

system touching a decision about an individual 

should have a named human answerable for it 

and an assessment on the public record.
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